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3.11 Japan
Earthquake

* Top 10 Supercomputers
in Japan (96% perf.
Shar'e) all near Tokyo!

— 18 of 26 Japanese
SCs on the Topb00

* All had to be
stopped due to
rolling blackouts

 Despite all the
research, we were
not ready for this...

Rmax and Rpeak Values are in TFlops. For more details about other fields, check the TOP500

description.

26 entries found.
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So What Can We Do, As
Computer Scientists?

» Green Computing (Energy and Volatility)
— JST CREST Megascale Project [2003-2007]
—JST CREST Ultra Low-Power HPC [2007-2012]
— Tsubame2.0 "Green Supercomputer” [2010-2014]
— Green Supercomputing [2011-2015]

« Using IT to Analyze and Optimize Energy

— Various Environmental and Device Simulations (on
Tsubame?2.0)

— Supercomputing the Smart Grid - Post Petascale
Graph Processing



JST-CREST "MegaScale” [2003-2007]

o "Embedded tech. meets HPC”

« Increased importance w/emphasis on
mobile/ubiquitous computing

e Attain ~x2 with effective DVS
=> 2004 CTWatch J. (Matsuoka ed.)
e Can't attain x10 tho...

— Low hanging fruit achieved with simple JST-CREST
DVS MegaProto (5C2005)

— Memory, NW, I/0... starts to dominate 175222?;'5 E‘c/‘;e()cc")w/lu
— Simple slow cores limited to weak scaling ops

— Conclusion: new devices, new
architectures, cooling, apps need to be
exploited and optimized as a whole




MegaProto [SCO05]
Computing Element

.KV1: TM5900 A

«0.9GFlops@7W
= 112.5MFlops/W

= 65
\L2C 512KB\ J < mm >

CVZ: Effecion TM8800

«2.4GFlops@5W
= 480MFlops/W
\« 512MB DDR-SDRAM

(256!\/IB SDRAM W

.(512M DDR in V2) |
- 512KB flash /

a1y




~ MegaProto Packaging Metrics

= Goal: 300W/1U system
o CPU =4-5W 10W
o Card = 10W= x17=170W

o MB (Networks, interface, HDD)
= 70W

= Low power commodity fabric
still problematic

o Fans = ~20W
o Power Supply Loss = 85% ~ 40W

o Total: ~300W Power Budget for next
' gen TM8800 node
= (c.f. Xeon 3Ghz Dual 1U ~ 400W)

o Current: .933 GF x 16 / 300W = 50MFlops/W
(15GigaFlops/1U)

o Next Version: 2.4 GF x 16 / 300W = 130MFlops/W

—(—mGlgal—lopsuw

= X3 improvement in perf/power



MegaProto System

= Fabrication by IBM Japan
(same fab team as
BlueGene/lL)

= 8 Units delivered, working
= 5 Units in our lab




‘ MegaProto Integrated Network

= Low power, HP building block
= Reduce external switch requirements

MM MM serial
e TM8800 256MB TM5800 USB
Flash | [100MbE Flash | [ 11O I/F Ej
RTC PCIX --[ GbE I/F RTC 100MbE
GbE I/F
° sl SW
® x16 ]
o °
Xx16 e SW
MM
ST TM8800 -
Flash 100MbE x16 . SW

GDbE I/F [—
GDbE I/F

RTC PCIX
|




'MegaProto System Configuration

627GFlops@12.6KW per Rack
=>V2 1.61TFlops, 1.41TB/s MemBW,
1.3Gbps NetBW




The TSUBAME 1.0 “Supercomputing Grid Cluster”
Unified IB network(PrOdUCtion) Spring 2006

Voltaire ISR9288 Infiniband 10Gbps

x2 (DDR next ver.) Sun Galaxy 4 (Opteron Dual
~1310+50 Ports stest core 8-socket)
~13.5Terabits/s (3Thits bj Supercompu : 10480core/655Nodes

Asia”’ 7t" on the 27t 21.4Terabytes

50.4TeraFlops
Network Top500@38.18TF inux (SUSE 9, 10)

NAREGI Grid MW

NEC SX-8i
(for porting)

48disks

Storage

1.0 Petabyte (Sun “Thumper”) ClearSpeed CSX600
0.1Petabyte (NEC iStore) SIMD accelerator
Lustre FS, NFS, WebDAV (over IP) 360 boards,

50GB/s aggregate I/0 BW 35TeraFlops(Current))



You know you have a problem when, ...



Biggest Problem is Power...

Peak Watts/

Peak Ratio c.f.
i CPU C
Machine ores Watts GELOPS MFLOPS/ CPU TSUBAME
Watt Core
TSUBAME(Opteron) 10480 800,000 50,400 63.00 76.34

----------------
M)

TSUBAME2006 (w/360CSs) 11,200 810,000 79,4305 98.06 : 72.32

-
.
.
L]
.
Ll
-------------- e,

TSUBAME2007 (w/648CSs) 11,776 820000 102,200 124.63 } 69.63 1.00
Earth Simulator 5120 6,000,000 40,000mm"(;j.().;".:l_.171.88 0.05
ASCT Purple (LLNL) 12240 6,000,000 77,824 12.97 %90.20 0.10
ATST Supercluster (Opteron) 3188 522,240 14400  27.57 :;63.81 0.22
LLNL BG/L (rack) 2048 25000 57344 229.38 312.21 1.84
Next Gen BG/P (rack) 4096 30,000 16384 546.13 :.-':7.32 438
TSUBAME 2.0 (2010Q3/4) 160,000 810,000 1,024,000 1264.20 5.06 10.14
Yeassssssnnsrees v

TSUBAME 2.0 x24 improvement in 4.5 years...? = ~ x1000 over 10 years



Arithmetic INTENSITY: FLOP/Byte

GP GPU

FLOP = number of FP operation for applications
Byte = Byte number of memory access for applications

F = Peak Performance of floating point operation
B = Peak Memory Bandwidth

8 FLOP A
Performance =
FLOP/F+Byte/B+a

_ FLoPByte
“[FLOPIBYIE + FlBu

Copyright © Takayuki Aoki / Global Scientific Information and Computing Center, Tokyo Institute of Technology



GPU vs. CPU Performance

Roofline model: Williams, Patterson 2008 FLOP/Byte =

Commgnica‘rion s of the ACM F/B
10 ,
i, o GeForce

© g 6TX 285
= A3 88
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TSUBAME 1.2 Experimental Evolution (Oct. 2008)

Storage

1.5 Petabyte (Sun x4500 x 60)
0.1Petabyte (NEC iStore)

Lustre FS, NFS, CIF, WebDAV (over IP)
B/s aggregate 1/0 BW

Sun x4600 (16 Opteron Cores)
32~128 GBytes/Node

Voltaire ISR9288 Infiniband x8
10Gbps x2 ~1310+50 Ports NEC SX-8i
~13.5Terabits/s

(3Thits bisection)

10Gbps+Externg

LT Linpack (The First GPU 10480core/655Nodes
Supercomputer on Top500) f;é’.ﬂi?iﬁﬁi

OS Linux (SuSE 9, 10)
NAREGI Grid MW

[IPDPS10]

GCOETSUBASESSG> " 2 -
Harpertown-Xeﬁn
90Node 720CPU et
8.2TeraFlopsy

RN
b}
1
1
1
PCl-e ilearSpeed CSX600
IMD accelerator

New Production Experiment  §boarss

S$FP/DFP
170 Nvidia Tesla 1070, ~680 Tesla cards |
igh Performance in Many BW-Intensive Apps}
\ 10% power increase over TSUBAME 1.0 /’

o S

L
\\



JST-CREST “Ultra Low Power (ULP)-HPC” Project
2007-2012

Auto-Tuning for Perf. & Power

ULP-HPC SIMD- EFILEEH0D Bayes (LS ABCLbSCript: 7 LT X LRI

Vector 4
FEDIADT2—=> 15,
(G PGPU etc-) . Bayes EFILEERHNH B IABCLIb$ static select region start.. 7NFVXLERIBOETE
» 2 EFMZES IABCLIbS parameter (in CacheS, in NB,inNPro) 1 o o
Vi ~N(,07) _— menmoks IABCLIbS _ select sub regior .
) (T >~ IABCLib$  according estimated
| Biov ~N(X Byoi 1 ) IABCLIDS _(2.0d0'CacheSNBY(BOUONPIO). L\ ooy
2 20 2 HE(FITYZXL1)
o ~Inv-7%(v, 05) sy | AECLDS  selctsub regon end ‘
== o 2 P2 R _—F ) RIT 1, il i
A Nz (| EANy = !ABCLib$  select sub region start _ N\ simemm
*n El%"L 1ﬁo)$f£%’ﬂlﬂ$ ) IABCLIbS  according estimated w2
R N T A R R i
_ _ _ T v |ABCLib$  select sub region end
Ve =Vo N, K =K +N, = (KX S+NY) ] K, IABCLib$ static select region end

LOW Power VoGl =Vo0g + 3 (Y = ¥1)° + 50(F; —

High Perf Model n

Power Optimize using Novel Components
in HPC

0 > \
Perf. Model
Algorithms

x1000

Power-Aware and Optimizable Applications Improvement in 10 years



Modern Server Speedups- x2 in 2 years

"Performance per server and
performance per thousand
dollars of purchase cost
double every two years or so,
which tracks the

typical doubling time for
transistors on a chip predicted
by the most recent incarnation
of

Moore's law"

X32 in 20 years -> x30
discrepancy

Source: Assessing trends over time in performance, costs, and energy
use for servers, Intel, 2009.




Aggressive Power Saving in HPC

Server Consolidation Good NG'
DVFS
 Offerenia Good Poor
oltage/Frequency Scaling)
New Devices Poor Good
(Cost & Continuity)
N
ew Poor Good

Architecture (Cost & Continuity)

Novel Cooling  Limited Good

(Cost & Continuity) (high thermal density)



How do we achive x1000?
Process Shrink x100

X
Many-Core GPU Usage x5 | ULP-HPC
X Project
DVFS & Other SW x1.5 J 00t
o X . Ultra Green
Eff|C|enT COO|IH9 X14 Supercompuﬁng
& Project 2011-15

x1000 !l
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A precise measurement tool for power dissipation of CUDA kernels

motivation

To test the power dissipation of CUDA kernel precisely:

> Labview programming
> Data process and analysis
> Manual operations are required

Problem: It is complex to
operate with the equipment
and require manual operation

Goal

» Automatic power
dissipation measurement
» Automatic data process
and analysis

» User friendly APIs

- communication - =
|
Host machine monitor machine I
start monitor request > |
P confirm start request |
— | < —_—
A A '
el Io |
313 12 o I
219 1z 2
o = o |
Sl 1 S
v _ I |
A stop monitor request | |
confirm stop request A |
< A
88 |
data send request Va&a
< -~ |
-~
confirm send request |
7
send data |
pd
finish
pd
~ notrication I
confirm notification [
T
SIS R —

measurement @ @ = —=—=— -

PCI-Express bus:
> 12V power line

PSU:12V power line »>3.3V power line

GPU power

1
1
: GPU card
1

12v — 3.3V

Q — PSU Main Boara

PCI-
Express

Local files

Marker:

the two marker

» heartbeat line benchmark
» Launch it before and after
»kernel Analyze and identify the
markers, only keep the data between

TCP connection




A precise measurement tool for power dissipation of CUDA kernels

r====-1 User process TTT T T I User APIs
| [ |
l Host machine . . | l //marker kernel;
| User AP Monitor machine I | //Example: int P_marker();
: I int main() //send start monitor request;
1 start monitor . D stlart signlal I { int P_startMonitor();
| o O = = = [ | //send stop monitor request;
o S| © o ; L.
> =z - - - = int P_stopMonitor();
| 32 3 = 5 EIRCINEERS | I P_startMonitor(); wait for data;
| g s = = % 2 =3 g 2 @ <. | | P_marker(); int P_receiveData(struct record** rec);
| = o & =3 = ® 8 Q:oB’sgn% g | Launch_kernel(); //store data into database;
@ @ @ g stop monitor - g-'_-_ __..>..“‘ | cudaThreadSynchronize(); int P_storeData(struct record* rec, int
| ) = < = . [ | P_marker();} num);
N P 5 Ldaawransfer o A A 13 | | : TRl i lilf:;al‘il’ftbei:(ci:int?r:(;)‘
O ~+ = o Q. ~ Y — — ’
| 2 x o g | I a I % | | Struct record* rec; //computing intensive benchmark;
| = 5 | Vz 3 v° I I num int P_compute_test(int time);
] =P_receiveData(&rec); //memory access intensive benchmark;
| — 1 | | P_storeData(rec,num); int P_memory_test(int time);
atabase . //print error information;
Local files [ ; ep settrrort
t P_getError();
I I I In
e e e e e e e e - - = 1 | e e -
| e ey
, *  Benchmark e  Definition
I = Matrixmultiplication with size 256*256 —  Cuda kernel: the cuda kernel execution time
— 1075 samples per second . .
I —  Data process: marker indentify process cost
I ata transmission: data transfer from monitor machine to hos
| 110 ” market Datat data transfer f t hine to host
marker
I 105 1 . 1 1 BCUDA kernel mdata process data transfer
| 4500
1 _ 100 4000
1 = i 23500 -
| E 95 § 3000 -
-
I S v © 2500 -
I 8 90 & 2000 -
I S 1500 -
I 85 £ 1000 -
I 500 -
80 0 -
| A0 ON~NOUTONATODONOUTNN O O © 1 4 16
NMOMNMNOTANMUONOTAANTOOOANST OO M
| AdddddaNNNNNOMOOMO T < <
|

warp number




Statistical Power Modeling of GPUs
[IEEE IGCClO]

Estimates GPU power consumption GPU

statistically
Linear regression model using performance

p — Z OZiC + IB counters as explanatory variables
L i— High accuracy (Avg Err 4.7%)
o

Average power consumpti

GPU performance counters

* Prevents overtraining by ridge regression
* Determines optimal parameters by cross

fitting

Power meter with < -
high resolution Accurate even with DVFS
Future: Model-based power opt.

Linear model shows sufficient accuracy
"

Possibility of optimization of Exascale systems
with O(1078) processors




Optimization Effect Predictors for GPUs

Optimization effects heavily depend on GPU
architecture and generation

Il Naive Program E

Exec with access log output

Execute with profiling

- Estimate effects before making efforts

MatrixMul
(AMD)

MatrixMul
(NVIDIA)

FDTD

H CPU

M Radeon5870

m GTX285
‘GTX4‘80 ‘

8 9 10

Median

0 1 11

Speed-up by “shared memory” optimization

2

3 4 5 6 7

1

Memory access log \

Access analyzer

Perf. counters of

Perf. Model
Div '«I Opt. Exec. Time \

Estimated Speedup \

1

Perf. counters of
naive executrion
* # instructions

* # GM reads

* # GM writes

Naive Exec. Time

Future work:

Estimating improvement of

energy consumption

- . PR
N GTX 480 GPU [ GTX285GPU

5, 2

'CIJ ! 5

8 15 g 4

o 1 8_ 3 —

n 2
05 v
0 0 | mm

» A A » 2 ) S &

& & %Q’Ob\\ & A ,,>°Q&\°° & > ¢ & $ @Oée
@0’6 (\06\\ @0 @QO@

by integrating power
model

Comparing measured speed up and estimation



Low Power Scheduling in GPU Clusters

[TEEE IPDPS-HPPAC 091

Objective: Optimize CPU/GPU
Heterogeneous 6000

5000

4000

»  Optimally schedule mixed sets of jobs
» executable on either CPU or GPU but
w/different performance & power

3000

EDP(1079sj)

2000

1000

0

Bl Fixed [ ]Proposed (static)

Assume GPU accel. factor (%) known Wecr [ Proposed oncing

30% Improvement Energy-Delay

- GPU applications slow down by 10 % or
more when co-scheduled with memory-

Product w0 Slowdown
1
TODO: More realistic environment : E )
Different app. power profile g | — ’
PCT bus vs. memory conflict " . . '
e
:

2000 4000 6000 8000 10000

intensive CPU app. gfggggugn\f\'/ %/F\)/\UB/S)



Intelligent Task Scheduling for GPU clusters

- considering conflicts on memory bus and PCI-E bus -
T. Hamano, et al. IPSJ SIGHPC-124 (domestic)

4 processes share a node.

@@D@EM
|
L3 Cache @
W pojghr
Router @
‘ Access time increases due to Eonflicts
Memory ~

Assuming the following information of each job is
known

eExecution time (at stand alone case)

*Total memory access (from performance counter)
*Total PCI-E transfer (from CUDA profiler)

Actual execution time is estimated by our model.

Status of each process is one of the following:
(1) Memory access

(2) PCI transfer (assume blocking cuMemcpy)
(3) No memory access

Speed-down ratio of a process = r (percentage
of each status ) X a (conflict coefficient)

D3> as0,{s1, 52,5311, (sO)r, (DT, (s2)r,(s3)

sO sl s2 s3

We integrated this model into ECT(Earliest
Complete Time) scheduling.

1400

1300

1200

100

Make Span(sec)
® © o =
o o o
o o o

~
o
o

Enegy reduction of up to 2.3%‘

OECT
M ours

[

O

task_set1

task_set2 task_set3




ULP-HPC Research Example: Next-Gen ULP
Memory System ([IEEE IPDPS-HPPAC 08])

MAIN MEMORY

CPUs
L1 cache

L2 cache

v

Decreased

Npn-Volatile=Low Power . :
Fasm%/ il RpE
AM DRAM

rrement "

Medlum -Spee w
— fast SWAP FLASH

HDD




Execution Time (sec)

Performance vs. Power Consumption

50
5 |
40 |
35
N\
30 s
25 | —+—OMB %ﬁ
20 64MB
15 )
128MB
1 (5) —¥— 256MB
0
0 100 200 300 400 500

Installed Main Memory Capacity (MB)

Execution overhead : x 1.6
Memory Energy Consumption :
reduced to 28%

Energy Consumption (J)

Application : NAS CG (class B)
Standard system: DRAM 1GB
Proposed system:

(MRAM 128MB + DRAM 192MB)

20 -
18
16
14

of e
ﬁ M

0 500 1000
Installed Main Memory Capacity (MB)

oON b O




Ultra-Low-Power HPC Interconnects

 Objective: Power efficiency of interconnects is
improved by 100 times within 10 years

Using a large number of small switches

No more expensive monster—switches (1,000—port switch)

Switch
Tree 1-4: all On
. | |
5 T
¢ 0123 4567

%

Frame bandwidth (Mbps)
i—‘waLﬂG)\IWOH
-B8888888888

Generation time (sec)

Reference

Michihiro Koibuchi, Tomohiro Otsuka, Tomohiro
Kudoh, Hideharu Amano, “"A Switch-tagged Rout
ing Methodology for PC Clusters with VLAN Ethe
rnet", IEEE Transactions on Parallel and Distribu
ted Systems, Vol.22, No.2, pp.217-230, Feb 2011

Traffic decreases Tree 1: On

(Links becomes off) Tree2-4: Off 0123 4




Research Outcome
o et PC
2003) E D

Switch

\

Betore  \\onster switch After (ULP-HPC) Small switch
(312 port@1) (48port@8)

Power : using small switches (-87%) X cyclic topology(+60%)
X On/Off link regulation (-37%) =-87%(1/8)

Cost:using small switches (-98%) X cyclic topology(+60%)
X On/Off link regulation(%=0%) = -97%(1/30)

NII Group (Michihiro Koibuchi (koibuchi@nii.ac.jp), Masato Yoshimi (myosimi@mail.doshisha.ac.jp) )




“Auto-Tuning” Sparse Iterative Solvers on a Multi-GPU Clusters
(A. Cevahir, A. Nukada, S. Matsuoka)

»High communication due to irregular sparsity
 GPU computing is fast, communication bottleneck is more severe
»We propose techniques to achieve scalable parallelization
* A new sparse matrix-vector multiplication (MxV) kernel [ICCS’09]
e Auto-selection of optimal running MxV kernel [/SC’10]
 Minimization of communication between GPUs [/SC’10]

»Two methods: CG and PageRank (on 100CPUs)

120
1400

N 8x2 GPUs

tmt_sym G3_circuit thermal2 BenElechil cranksee2  msdoor

64-bit CG Performance Results

0 16x2 GPUs 32x2 GPUs

g Rl e

978l

T LT R
5114

14517

4797

inlinel

F1

B T o S

100755

bonz510  sudikwl

[door

Comparisons of different CG implementations

ﬂlldilﬂu 1. mateiy
SRy - LoTHailta

100
—#=12 GPUs/node (kernel selection + HP)
== 7 GPUs/node (HP, no kernelselection)
2 GPUs/node (kernel selection, no HP)
~f— 16 CPUs/node (HP) .
|-l 2 CRUIE O TR [HR] ot

80

sequential 1 2 4 8

number of nodes




Towards Auto-Tuning of Stencil Computation
on GPU-accelerated Clusters

* Programming on GPU clusters gets
harder because of
e Hybrid programming with »
CUDA/MPI/threads
* # of tuning parameters is increasing
e Hiding latency
— Auto-tuning is more important

3-HOP communication has been required,
for GPU<->CPU<->CPU<->GPU

- 1-HOP method is proposed, and auto-tune
between communication methods

3

600
29 500 ///-}\ Up to 20%
£ 2 8400 - d
: 2 P speed-up
215 9300 - A .
o : / N A with 1-HOP
= 1 (%200 Q—v o ;_ methOd
05 100 o & % ]
o = “
0 0 ‘ ‘ ‘ ‘
IR RS P T SRS R n;ﬁ% 0 5 10 B mBdofrabls 0 %
Thread Size * 512x512x512(G) == 1024x1024x1024(G)
£ 2048x2048x2048(G) _'f'_ 512x512x4096(G)
. . = 512x512x512(G+C) 1024x1024x1024(G+C)
—B-2048x2048x2048(G+C) ™= 512x512x4096(G+C)
We find the optimal parameters, such as
block size, by auto-tuning 526GFlops is achieved with 32GPUs on
- x60 faster than 1 CPU core TSUBAME 1.2

- x1170 faster than 1 CPU core



Scalability of Parallel Stencil Computations
with Automatic GPU Code Generation
and Auto-Tuning

Parallel stencil codes

get complex because of
Domain decomposition
MPI+CUDA comm.

. Overlaiiing comm.

Physis: Code generation

i 8,000

7,000
6,000
4 5,000
S
& 4,000
3,000

framework for multi-GPUs z:ooo ]

User writes computation function of a single point

Parallel stencil code for GPU clusters is generated

1,000 -

8TF is achieved in Himeno bench
with 1024GPUs on TSUBAME?2.0
. - World record!

/.;.

= CPU-L
== GPU-L
e CPU-XL
e=jl==GPU-XL

512 768 1,024

0 256

__stencil__ void average(int x, inty, int z, grid3d_real g)
{ Number of Sockets
it (x==01ly=0][]2z=0) return; Weak scalability of seismic simulation
float ret = psGridGet(g, 0,0, 0)
+ psGridGet (g,-1,0,0) + psGridGet (g, 1,0,0) >000
+ psGridGet (g, 0,-1,0) + psGridGet(g, 0,1,0) 4000
+ psGridGet (g, 0,0,-1) + psGridGet(g, 0,0,1); 3000 ‘,,—*"—’—i:k
psGridEmit(g, ret / 7.0); a ‘,[]”"”'V
] 22000
o r",,f”"
1000 _,Cr':'/u
o [

500 1000
Number of GPUs

0



Energy and Performance Tuning Framework for
GPU Accelerator Environment

—{ Tuning Policy }

Hardware J




From TSUBAME 1.2 to 2.0: From CPU Centric
to GPU Centric Nodes for Scaling
High Bandwidth in Network & I/0ll

GB STREAM

“ : PU
CPU “Centric” G 3-6 GB per socket

Vecto
CPU Roles
) Core Dataset ] (S)esr'vices
These are Vector - Trreqular
Isomorphic Parallel S J
but much !‘aartse "
higher BW" e
| PCIe x16 rithms
PETe x8
’ 26B/ 5468
40Gbps IB .:' CPM
16B - Flas{h 2006B
40Gbps IBx n vt J;nwOMB/S



TSUBAMEZ2.0 N

“The Greenest Production Sup

# TSUBAME 2.0
New Development

35



2.4 Petaflops, 1408 nodes
~50 compute racks + 6 switch racks
Two Rooms, Total 160m?
1.4MW (Max, Linpack), 0.48MW (Idle)



- GPU M205(),

Copyright © Takayuki Aoki / Global Scid@ntific Information and Computing Center, Tokyo Institute of Technology



TSUBAME?Z2.0 Compute Nodes

Thin
Node

Infiniband DR \/ :
N \\m 0.5 > j 2816CPUs, 16,896 Scalar Cores:

X2 (80Gbps)

HP SL390G7 (Developed for

TSUBAME 2.0)
GPU: NVIDIA Fermi M2050 x 3

515GFlops, 3GByte memory /GPU
CPU: Intel Westmere-EP 2.93GHz x2

(12cores/node)
\&?Dniory: 54, 96 GB DDR3-1333
S

:60GBx2, 120GBx2

NVIDIA Tesla
S1070 GPU

HP 4 Socket Server
CPU: Intel Nehalem-EX 2.0GHz x4
(B2cores/node)

\SSD:120GB x4 (480GB/node)

/IB QDR PCl-e Gen2x16 XZ\

Memory: 128, 256, 512GB DDR3-1066

/

\ 1408nodes:

4224GPUs:59,136 SIMD Vector
Cores, 2175.36TFlops (Double FP)

215.99TFlops
Total: 2391.35TFLOPS

Memory: 80.6TB (CPU) + 12.7TB
(GPU)

SSD: 173.9TB

/ f ?
D Total Perf
34 nodes: 2.4PFlops
8.7TFlops Mem: ~100TB
Memory: SSD: ~200TB
6.0TB+GPU y
SSD: 16TB+ »



Details of Compute Node

GP GPU

Copyright © Takayuki Aoki / Global Scientific Information and Computing Center, Tokyo Institute of Technology



Full Bisection Multi-Rail
Optical Network and
High Performance Storage  cr cru

Copyright © Takayuki Aoki / Global Scientific Information and Computing Center, Tokyo Institute of Technology






TSUBAMEZ2.0 Storage Overview

TSUBAME?2.0 Storage 11PB (7PB HDD, 4PB Tape) |
. . . ] |

CLTIIE e LIIL ool =t

GPF GPFS GPF GPFS#4

SFA10k #1 SFAL0k #2 SFA10k #3 SFA10k #4 SFA10k #5
SFA10k #6
“Global Work “Global Work “NFS/CIFS/iSCSI by
“Global Work Space” #1 Space” #2 Space” #3 “Scratch” “cNFS/Clusterd Samba w/ GPFS” BlueARC”

Lustre 3.6 PB

GPFS with HSM Home Volumes 1.2PB

Parallel File System Volumes

2.4 PB HDD + 130 TR~

’\’4PB Tape “Thin node SSD” “Fat/Medium node SSD”

190 TB Grid Storage
Scratch



Tsubame?2.0 Efficient Cooling Infrastructure

HP’s water-cooled rack

Completely closed racks with their own
heat exchanger.

1.5 x width of normal rack+rear ext.

Cooling for high density deployments

35kW of cooling capacity single rack
Highest Rack Heat Density ever

3000CFM Intake airflow with 7C
chiller water

up to 2000 lbs of IT equipment

Uniform air flow across the front of the
servers

Automatic door opening mechanism
controlling both racks

Adjustable temperature set point

Removes 95% to 97% of heat inside
racks

Polycarbonate front door reduces

JERUR i T I S R RO R

~= Entire Earth
Simulator
(rack = 50TF)



~ 7000 campus users

~ 2000 SC Users

~ 50 Industry User Groups

>90% System Utilization

50~60% GPU Utilization across ALL jobs

TSUBAME2.0IZ & 1T A FIREER I & A {EHABHBIOEET corzo2kmm)

900,000

800,000

700,000 —
< 600,000
nT FRNFIA
?f 500,000 —— [T
| 400,000 FE- 2B
;2 == 3t [F]-FE N
E 300,000 HARE

200,000 —o— [FERE AN

100,000

0o ' Sy————
11 12 1 2 3 4 5 6 7 8 9 10 11 12 1 2
20104 ‘ 20114 | 20124 ‘



TSUBAME?2.0 World Rankings

(Nov. 2010 Announcement Green500!!!)

The Top 500 (Absolute Performance)
#1:72.5 PetaFlops: China Defense Univ. Dawning Tianhe 1-A
#2: 1.76 Petaflops: US ORNL Cray XT5 Jaguar
#3: 1.27 PetaFlops: China Shenzen SC Nebulae
#4: 1.19 PetaFlops: Japan Tokyo Tech. HP/NEC TSUBAME2.0
#5: 1.054 PetaFlops: US LLBL Cray XE6 Hopper
# 33 (#2 Japan): 0.191 Petaflops: JAEA Fujitsu

The Green 500 (Performance/Power Efficiency)
#1: 1684.20 : US IBM Research BG/Q Prototype (116)
#2: 958.35: Japan Tokyo Tech/HP/NEC Tsubame 2.0 (4)
#3: 933.06 : US NCSA Hybrid Cluster Prototype (403)
#4: 828.67: Japan Riken “K” Supercomputer Prototype (170)
#5-7: 773.38: Germany Julich etc.IBM QPACE SFB TR (207-209)
(#2+ 1448.03: Japan NAO Grape—DR Prototype) (383) (Added in Dec.)

TSUBAME2.0 “Greenest Production Supercomputer in the World
Nov., 2010, June 2011 (two in a row!)






Petaflops? Gigaflops/W?

X66,000
faster

X3 power
efficient

<<

x44.,000 Data

Laptop: SONY Vaio type Z (VPCZ1)

CPU: Intel Core i7 620M (2.66GHz)

MEMORY: DDR3-1066 4GBx2

OS: Microsoft Windows 7 Ultimate 64bit

HPL: Intel(R) Optimized LINPACK Benchmark for
Windows (10.2.6.015)

256GB HDD

18.1 GigaFlops Linpack
369 MegaFlops/W

Supercomputer: TSUBAME 2.0

CPU: 2714 Intel Westmere 2.93 Ghz

GPU: 4071 nVidia Fermi M2050

MEMORY: DDR3-1333 80TB + GDDR5 12TB
OS: SuSE Linux 11 + Windows HPC Server R2
HPL: Tokyo Tech Heterogeneous HPL

11PB Hierarchical Storage

1.192 PetaFlops Linpack
1043 MegaFlops/W



37th List: The TOP10

Site

Manufacturer

Computer

Country

Cores

Rmax Power
[Pflops] [MW]

RIKEN Advanced K Computer
Istiue ior Fujitsu | SPARCS64 VIIifx 2.0GHz, | Japan | >*3Y g.162 9.00
Computational 2
Science Tofu Interconnect
National | i Tianhe-1A 43
spq PR/ | revAr ticler TS U BAIM £ 2] @ 4o
Center in Tianjin Xeon 6C, NVidia, FT-1000 8C
Oak Ridge &gati n) A QM aau i ~p?16
Labo‘rfa rytH e GalearCra Q_LE‘ | HWI IoHA EF° )| 1759 6.95
National | _ Nebulae _ 120 64
Supercomputing Dawning | TC3600 Blade, Intel X5650, | China 0 1.271] 2.58
Centre in Shenzhen NVidia Tesla C2050 GPU
: TSUBAME-2
Gs'gf’ TTgckgr?o'lr;S“t”te NEC/HP | HP ProLiant, Xeon 6C, | Japan | 73,278 1.192| 1.40
9y NVidia, Linux/Windows
Cielo 142,27
DOE/NNSA/LANL/SNL Cray Cray XEB, 8C 2.4 GHz USA 5 1.110] 3.98
NASA/Ames Research Pleiades 111,10
Center/NAS SGl SGI Altix ICE 8200EX/8400EX USA 4 1.088 4.10
DOE/SC/ Hopper 153,40
LBNL/NERSC Cray Cray XE6, 6C 2.1 GHz USA g 1054 291
Commissariat a Tera 100
I'Energie Atomique Bull Bull bullx super-node France 138'32 1.050| 4.59
(CEA) S6010/S6030




Green Technologies in Production in
TsubameZ 0---ULPHPC Feedback

Extensive Many-Core(GPU)-Multi-Core(CPU) Architecture

e Power efficient devices: 3000 SSDs (I/0), Integrated Fiber
Optics, 92% efficient PSU, Fans and other LP devices

« Efficient hybrid Air-Liquid Cooling (HP-MCS Racks, PUE < 1.3)

« Extensive Thermal and Power Sensing (30,000 thermal sensors,
power sensors / node & rack, etc.)

* Proactive Node/Rack Power Capping (used constantly)
« Power efficient software stack (DVFS etc.) and GPU-apps

"Green" Peak-Shifting Scheduling- Dedling with Volatility (new!)
Night

Day




TSUBAME2.0 Power&PUE

Power Power Total power
consumption | consumption consumption

by IT facility by Cooling
facility

el 750kW 230kW 980kW 1.31

operation

Underhigh  1610kW  410kW  2020kW  1.25

utilization
(GPU
DGEMM)



The First Year of TSUBAME?2.0

Operation Earthquake

4

Maintainanace
& Grand Ch.

., n  “Short
started Partial Peak shift mal?erspa n”
l op. operation operation



Operation History towards
Shortage of Power

# of nodes in operation

2010/11/1 Operation started S 300, G/V 480, H/X 420

2011/3/11 Earthquake

3/14 System shut down for rolling outage 0

3/17 Partially started, but stopped soon S 160, G/V 100, H/X 150 ->
0

3/2--4/6 Maintainance
4/6--4/7 Grand Challenge applications run

4/8--4/24 Partial operation S$280, G/V 100

4/25—6/8, “Peak shift” operation S 300, G/V 480,

7/1—7/24 + X 420 (only nighttime)

6/9—6/30  Full operation temporarily S 300, G/V 480, H/X 420

7/25—9/25 “Short makespan” operation S 300, G/V 280, H/X 420
Y 200 (makespan <1h)

9/26—10/6 Grand Challenge applications run



Realtime Measurement & Visualization

of Power Consumption
* Now realtime power consumption information is

available at
http://mon.g.gsic.titech.ac.jp/powermon/

\ Power is succefully
reduced in daytime
during peak shift
operation



Metal Dendritic Solidification

C
Mechanical Structure

! ! GP GPU
Material Microstructure

Low-carbon society

-

s
Improvement of fuel efficiency by 2 f ¢
reducing the weight of transportation i‘i"’
f “\ ‘:é;#r:::i‘

Developing lightweight strengthening ? >

material by controlling microstructure Dendritic Growth

Copyright © Global Scientific Information and Computing Center, Tokyo Institute of Technology




Requirement for
Peta-scale Computing

Previous works

GP GPU

‘ X 1000 large-scale computation
on TSUBAME 2.0

2D computation

3D computation

- ~ mm scale >

Copyright © Global Scientific Information and Computing Center, Tokyo Institute of Technology



Phase-Field Model

The phase-field model is derived from non-equilibrium
statistical physics and f = 0 represents the phase Aand f=1
for phase B.

GP GPU

Phase B
Phase A
Phase-field ¢
A
1
diffusive interface
with finite thickness
0

Copyright © Global Scientific Information and Computing Center, Tokyo Institute of Technology




Al-Si: Binary Alloy

Time evolution of the phase-field ¢
(Allen-Cahn equation)
qu B ) 2 Oa 5 8 Ba )
0

5 dp(9)) dq(¢)
+—(8¢Z|ng|) ASAT o qub]

GP GPU

Time evolution of the condensation: c

dc
0_: =V - [DspVeg + Di(1 — ¢)Veyr]

Copyright © Global Scientific Information and Computing Center, Tokyo Institute of Technology



Finite Difference Method

GP GPU
Phase Field : ¢ Condensation : C
19 points to solve @; ; 7 points to solve C, ; ,
)
:j:J z=k-1 /¥
~ LD ) D
- R?e(/ /4 7 —k ){2%<J /4
C / - /) A / f /
T TP T AN N,
( E z=k-1
P
N )\/

Copyright © Global Scientific Information and Computing Center, Tokyo Institute of Technology



Comparison with Experiment

Observation:

X-ray imaging of Solidification of a binary
alloy at Spring-8 in Japan by Prof. Yasuda
(Osaka University in Japan)

GP GPU
Phase-field simulation

Copyright © Global Scientific Information and Computing Center, Tokyo Institute of Technology







Weak scaling results on TSUBAME 2.0

-t
o
w

Performance [TFlops]
o

10

1

4096 x 6400 x 12800 o
— " Ll Oy "4000 (40X T00) GPUs SN—
K (No overlapping) 16,000 CPU cores ol
- O Hybrid-YZ [ e A
= (y,z boundary by CPU) .
- | A - o2 - _
5 Hybrid-Y & DO°.
§ (y boundary by CPU) @ 0O i
) IR S Do —
= ® Hybrid-Y method
O 2.0000045 PFlops
: & GPU: 1.975 PFlops
IS S CPU: 24.69 TFlops
: - single |5recision 5 =
E Efficiency 44.5%
: (2.000 PFlops / 4.497 PFlops)
i | | | | | | | l | | | | | | | l | | | |
10 102 10°
Mesh size: 4096 x160x128/GPU Number of GPUs

m  NVIDIA Tesla M2050 card / Intel Xeon X5670 2.93 GHz on TSUBAME 2.0 61



Power consumption and Efficiency

m The power consumption by application executions on
TSUBAME 2.0 is measured in detail.

m Our phase-field simulation (real application)

v 2.000 PFlops (single precision) 2PFlops-Simulation

v Performance to the peak: 44.5%
~1.36 MW

v Green computing: 1468 MFlops/W (Total:1729kW)
=P \We obtained the simulation results by small electrlc .

TSUBAMEZ Grid Power last hou , N

power consumption. ' [

-~

Ref. Lo M
Linpack benchmark . _l—r—Lf

v' 1.192 PFlops (DP) o

v’ Efficiency 52.1% Haeill e i
v’ 827.8 MFlops/W ]

W All O 104 H 105 W 114 W 202 W chiller




MUPHY: Multiphysics simulation of blood

flow
(Melchionna, Bernaschi et al.)

Multiphyics simulation

with MUPHY software

Fluid: Blood plasma B
_ < L
Lattice Boltzmann .

uple

CaQ

Irregular mesh is divided
by using PT-SCOTCH tool,
considering cutoff
distance

ody: Red blood cell
Ny
Extended MD

Red blood cells
(RBCs) are
represented as
ellipsoidal particles

Combined Lattice-Boltzmann (LB)
simulation for plasma and Molecular
Dynamics (MD) for Red Blood Cells

Realistic geometry ( from CAT scan)

Two-levels of parallelism: CUDA (on
GPU) + MPI

» 1 Billion mesh node for LB
component
*100 Million RBCs



Results on Tsubame2 Supercomputer
(2) : Using 4,000 GPUs

Stronq Scaling Results

Elapsed time per timestep for 1G mesh nodes and
450M RBCs (log scale)

Parallel efficiency for 110, 220, 450M RBCs

<—__ —80% with
4K GPUs

Speeds per Component

Timingsbreakdown pepny compenens peromaness 0.6PFlops with 4,000GPUs
© j for 1G mesh nodes, 450M RBCs

LB
LB-MD Coupling

TFlops/fsec.

0 200 400 600

A complete heartbeat at microsecond
resolution can be simulated in
48hours

LB MD LB-MD Coupling  Weighted Av.






2011 MAGNITUDE 9
TOHOKU-OKI EARTHQUAKE

Fatalities: 19,508

Strong shakings and
devastating tsunamis

Large source area
500km x 200 km

Inner black rectangle
Large FDM region
required

960km x 480km in horizontal

240km in depth
Outer red rectangle

TARO OKAMOTO

Aftershock:Distribaton TOKYO INSTITUTE OF TECHNOLOGY




2011 MAGNITUDE 9

TOHOKU-OKI EARTHQUAKE
FDTD Simulation of Wave Propagation

Finite-Difference Time
Domain (Okamoto et al. 2010)

Topography, ocean layer, and
heterogeneity

Grid size: 6400 x 3200 x 1600
Grid spacing: 150 m

Time interval: 0.005 s

1000 GPUs of TSUBAME-2.0

Preliminary source model

Visualization
Main part of the FDM region Vertical ground meotion on
land oceanbottom

TARO OKAMOTO
TOKYO INSTITUTE OF TECHNOLOGY




2011 MAGNITUDE 9

TOHOKU-OKI EARTHQUAKE
Power Consumption during 700-node Run

Compute node:
903kW in total
550kW for This app
(estimate from 540nodes)
Storage:
1 2kW
Cooling:
345kW at max
(shared by all jobs)
Total:

1320kW at max
TARO OKAMOTO

TOKYO INSTITUTE OF TECHNOLOGY

Compute nodes (partial)




Next Generation Numerical Weather Prediction[SC10]

Collaboration: Japan Meteorological Agency

Meso-scale Atmosphere Model: Typhoon ~ 1000km
Cloud Resolving Non-hydrostatic model
[Shimokawabe et. al. SC10 BSP Finalist] 1~ 10km
Tornado,
Down burst,

ex. WRF(Weather Research and Forecast)
Heavy Rain

WSMb5 (WRF Single Moment 5-tracer) Microphysics*
Represents condensation, precipitation and thermodynamic effects of latent
heat release
1 % of lines of code, 25 % of elapsed time
= 20 x boost in microphysics (1.2 - 1.3 x overall improvement)
TSUBAME 2.0 : 145 Tflops

ASUCA : full GPU Implementation 8 0:
developed by Japan Meteorological Agency World Record !
6956 x 6052 X 48

528 (22 x 24) GPUs

Block Division
for Advection ny

Overlappina .
Non-overlappin

for 1-D

CPU

Typhoon



TSUBAME 2.0 Performance

Weak Scaling

145.0 Tflops

Single precision

76.1 Tflops

Doublele pre

Fermi core Tesla
M2050

3990 GPUs

Previous WRF Record on ORN Jaguar

~ 50 TFLOPS (DFP)
Xx10 Socket-Socket



Power Consumption during
Full TSUBAME?2 Test with ASUCA

ASUCA Run
1400
1200 /N
1000
Se0 |\ /\ /NN —Nodest
S 600 e VA ~ \/ \ /Sxtlfrage
8
400 == Cooling
200 B SsSw»

0

26:18  26:20  26:22 26224 26126
2011/04/08 2:18—2:26

Compute node:

960kW
Storage:

78kW
Cooling:

270kW max
Total:

1308kW max



100-million-atom MD Simulation
M. Sekijima (Tokyo Tech), Jim Phillips (UIUC)

(STMV) simultion on a 5x5x4 grid.

» One STMV (Satellite Tobacco Mosaic Virus) includes 1,066,628
atoms.



million-atom MD Simulation

M. Sekijima (Tokyo Tech), Jim Phillips (



-million-atom MD Simulation
Power Consumption during 700-node Run

Computenodes partia)  Compute node:
1115kW in total
706kW for This app
(estimate from 540nodes)
Storage:
72kW
Cooling:
: 340kW max
| (shared by all jobs)
ﬁ | Total:
S e B o @Gy e B B S 1527kW max

Chiller (shared by all jobs)
TSUBAI r last 4hours

MEZ Grid Chiller Powe

M. Sekijima (Tokyo Tech), Jim Phillips (



4.7 times faster than CPUs

128nodes

64nodes

100stmv, smp, KJ

than CPUs

0.00 10000.00 20000.00 30000.0040000.00 50000.00 60000.00 70000.00 80000.00
G64nodes 128nodes
W CPU12 cores+ 3 GPUs 2237033 2234855
W CPU 12 cores+ 2 GPUs 25307.11 26041.39
WCPU12cores+1 GPU 4940924 42531.82
BMCPU12cores 65479.46 71954 .46

Performance Evaluation



Petaflops scale turbulence simulation on TSUBAME 2.0

|sotropic turbulence

Pseudo Spectral Method
(2/3 dealiasing)

Re : 500
N : 20483

Vortex Particle Method
(Reinitialized CSM)

Re : 500
N : 20483

8 billion particles

R. Yokota (KAUST) , L. A. Barba (Boston Univ), T. Narumi
(Univ of Electro Communications), K. Yasuoka (Keio Univ)



Petaflops scale turbulence simulation on TSUBAME 2.0

Present work Rahimian et al. (2010 Gordon Bell)
64 billion in 100 seconds 90 billion in 300 seconds
|.0 PFlops 0.7 PFlops

R. Yokota (KAUST) , L. A. Barba (Boston Univ), T. Narumi
(Univ of Electro Communications), K. Yasuoka (Keio Univ)



Petaflops scale turbulence simulation on TSUBAME 2.0

Power Usage during Full System

Test
hﬁw Compute node:
& 4 1190kW

oo Storage:
72kW
Cooling:
@ A i i e TS R AR 240 kW
mal B 104 B 105 B4  m23 B chiller Total
2011/10/4 5:00—6:00 1502k W

R. Yokota (KAUST) , L. A. Barba (Boston Univ), T. Narumi
(Univ of Electro Communications), K. Yasuoka (Keio Univ)



Graph500 on TSUBAME 2.0

Kronecker graph e Graph500 is a new benchmark that ranks

) supercomputers by executing a large-scale graph
search problem.

e The benchmark is ranked by so-called TEPS
(Traversed Edges Per Second) that measures the

A: 0.57, B: 0.19 number of edges to be traversed per second by

arbitrary vertex with each team’s optimized BFS
(Breadth-First Search) algorithm.

C:0.19, D: 0.05 | 0 searching all the reachable vertices from one
1
I

4

Toyotaro Suzumura, Koji Ueno, Tokyo Institute of Technology



Highly Scalable Graph Search Method for the
Graph500 Benchmark

Our early study reveals that the provided PR Z3 E O Ot bty et
o . . WI

reference implementations are not scalableina P

large-scale distributed environment. 99.0

[EnY
oo o
o o

We propose an optimized method based on 2D
based partitioning and other various
optimization methods such as communication
compression and vertex sorting.

Our optimized implementation can solve BFS
(Breadth First Search) of large-scale graph with

TEPS (GE/s)
()]
o

IS
o

N
o

o

236(68.7 billion) vertices and 24°(1.1 trillion) 0 256 512, . I68 1024
Edges for 1058 Seconds Wlth 1366 nOdeS and Performance Comparison with Reference Implementations
16392 CPU cores on TSUBAME 2.0 (simple, replicated-csr and replicated-csc) and Scale 24 per 1 node
This record corresponds to 103.9 GE/s (TEPS) 25 17— —e=optimized
=fi—simple
Vertex Sorting by utilizing the scale- 2D Partitioning Optimization 20

free nature of the Kronecker Graph A . _| ; replicated-csr
o o ‘ =>6=replicated-csc

"A.I

TEPS (GE/s)
5 &

A A
A2 AY A2

AL A A 0 32 64 96 128
AC) L ac # of nodes

Toyotaro Suzumura, Koji Ueno, Tokyo Institute of Technology



18:
all

Power Consumption during
Graph500 Run on TSUBAME 2.0

N

TSUBAMEZ Grid Power last 4dhours

iﬂHﬁHLmI“iummjﬁmﬂqjkhﬂpﬁﬂﬁrhqu%_ Compute node:
o 902kw

Storage:
75kW
Cooling:

e, e

oanim S o Py o oo Py Py Ty L 346kW max

Total:

8: 20 18: 40 159: 00 159: 20 159: 40 208: 08 20 20 20: 48 21 08 21: 2@ 21 40 2208
O 164 m 105 W 114 B =63 B chiller

2011/10/4 18:00—22:00 1323kW max

Toyotaro Suzumura, Koji Ueno, Tokyo Institute of Technology



SUBAMEZ2.0 Power Consumption with
Petascale Anblications

Compute nodes | Storage | Cooling |Total Cooling/T
& Network(kW) | (kW) (kW) (kW)  otal

Typical

Production 750 72 230 980 23.5%
Earthquake

(2000 GPUs) 550/903 72 345 1320 26.1%
NAMD MD (2000

GPUs) 706/1115 72 340 1527 22.3%
ASUCA Weather 960 78 270 1308 20.6%
Turbulence FMM 1190 72 240 1502 16.0%
Graph500 902 75 346 1323 26.2%
Phase-field 1362 73 294 1729 17.0%
GPU DGEMM 1538 72 410 2020 20.3%
Linpack (Top500) 1417 72 - - -




Awards and Accolades

Greenb00 Greenest Production
Supercomoputer (Nov.2010/Jun2011)

ACM Gordon Bell Award 2011 x 2
SC11 Tech Paper "Perfect Score" Award

ACM Fellow (Matsuoka), CUDA Fellow
(Aoki)

HPCWire Editor & Reader's Choice
Awards(2011) - Industry Collab. & Green

“Clear Overall Winner in Number
Crunching, Data Crunching and Energy
Efficiency” HPCWire Feb.

Commendation for Science and Technology
by the Minister of MEXT

Etc. etc. ... (~20 related awards)



DoE Exascale Parameters
x1000 power efficiency in 10 years

Syl “2010” “2015" “2018-20"
attributes

System peak 2 PetaFlops 100-200 1 ExaFlop
PetaFlops
Power Jaguar TSUBAM 15 MW 20 MW
6 MW E
1.3 MW
System 0.3PB 0.1PB 5PB 32-64PB
Memory
Node Perf 125GF 1.6TF O0.5TF 7TF 1TF 10TF

Node Mem BW 25GB/s 0.5TB/s 0.1TB/s 1TB/s 0.4TB/s 4TB/s

Node Concurrency 12 O(1000 O(100) ©O(1000 0O(1000) ©(10000)
) )

#Nodes 18,700 1442 50,000 5,000 1 million 100,000

Total Node 1.5GB/s 8GB/s 20GB/s 200GB/s

Interconnect



Ultra Low Power HPC Towards TSUBAME3.0

2006 2008 2010 2012

TSUBAME1 ~ TSUBAMEL.2  TSUBAME2.0 3.0 Protol, 2, ...
15 GPU SC Greenest Production

100000
@ |JLPHPC
Machine Peak Estim. KWa B «@=Moore
GFlops App tt 2 Intel report
GFlops £ 10000
2006 Sun X4600 160 128 | 1.3 100 %c)"
T1.0 =
2 BG/Queeeeeeiiccesses e flon il
2008 Sun X4600 + 1300 630 1.7 T
T1.2 Tesla S1070 2GPUs 370 E 1000
=
2010 HP SL390s with 3200 1400 1.0 1400 é
T2.0 Tesla M2050 3GPUs =
2012 Sandy Bridge EP w/ 20000 7000 1.1 >600 100 o 'N‘ o o o o o o
Proto 8 Kepler GPUs o o o o o o o o
0 R 8 8 BN = 5 B




Power Efficiency Compared

Tsubame1l.0 1.8MW 0.038 21 2368
(2006Q1) )
ORNL Jaguar ~OMW 1.76 196 256
(2009Q4)

Tsubame2.0 1.8MW 1.2 667 75x31.%'
(2010Q4)

K'Computer ~16MW 10 625 80
(2011Q2)

BlueGene/Q ~12MW? 17 1417 35.3
(2012Q1)

Tsubame3.0 1.8MW 20 11000 4.6, 6l
(2015Q1) il

EXA (2018Q4)? 20MW 1000 50000 1



